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Abstract. We describe a framework for multiscale image analysis in which line
segments play a role analogous to the role played by points in wavelet analysis.

The framework has five key components. The beamlet dictionary is a dyadically-
organized collection of line segments, occupying a range of dyadic locations and
scales, and occurring at a range of orientations. The beamlet transform of an image
f(x, y) is the collection of integrals of f over each segment in the beamlet dictionary;
the resulting information is stored in a beamlet pyramid. The beamlet graph is the
graph structure with pixel corners as vertices and beamlets as edges; a path through
this graph corresponds to a polygon in the original image. By exploiting the first four
components of the beamlet framework, we can formulate beamlet-based algorithms
which are able to identify and extract beamlets and chains of beamlets with special
properties.

In this paper we describe a four-level hierarchy of beamlet algorithms. The first
level consists of simple procedures which ignore the structure of the beamlet pyra-
mid and beamlet graph; the second level exploits only the parent-child dependence
between scales; the third level incorporates collinearity and co-curvity relationships;
and the fourth level allows global optimization over the full space of polygons in an
image.

These algorithms can be shown in practice to have suprisingly powerful and
apparently unprecedented capabilities, for example in detection of very faint curves
in very noisy data.

We compare this framework with important antecedents in image processing
(Brandt and Dym; Horn and collaborators; Götze and Druckenmiller) and in geo-
metric measure theory (Jones; David and Semmes; and Lerman).
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1 Introduction

In the last ten years, multiscale thinking in general and wavelet analysis in
particular have become quite popular. The journal Applied and Computa-
tional Harmonic Analysis, founded only in 1993, has quickly become one of
the most-cited journals in the mathematical sciences, and leading figures on
wavelet research became among the most cited authors in the mathematical
sciences as well.

If one searches for factors that may have contributed to the influence of
wavelets, one notes that the twin ideas of multiscale representation and of
localized representation appeal to the imagination, with phenomena ‘at a
certain scale’ represented by waveforms at that scale localized at a certain
positions in space.

1.1 Beyond Wavelets?

Wavelets barely scratch the surface of what is possible with multiscale repre-
sentation; in this paper, we will describe a different multiscale system which
allows us to explore and expose very different phenomena.

To see the need for such an alternate path to multiscale thinking, consider
some of the principal phenomena arising in one of the key fields — Vision —
that inspired much of the early work on wavelets [41,40].

Vision, of course, is a rapidly developing field [38,50], approached from
many viewpoints, from ‘hard’ techniques such as sophisticated brain imaging
experiments on humans, and direct surgical implantation of electrodes in cats
and monkeys, to ‘soft’ techniques based on theoretical speculation.

It is well-accepted by now that vision is an inherently multiscale phe-
nomenon, both because of the projective invariance required of the visual
interpretation task (a face must be recognized as the same, whether seen
from close up or far away) and because of the scale-invariance of natural
scene statistics [25,45]. Moreover, the visual task is about representing and
interpreting intensity fields replete with singularities — principally disconti-
nuities. For years now, it has been suggested that a mathematical multiscale
representation of vision might be the key to understanding how early human
vision works [38,25]; and efforts have been made to compare response proper-
ties of neurons in region V1 of the visual cortex with wavelets [44,26]. Three
specific phenomena seem suggestive.

First, that individual neurons responded best to stimuli definitely pos-
sessing a particular corresponding location and scale; second, that organized
families of neurons spanning ranges of locations and scales were identified in
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the V1 region; and third, that the visual system very definitely works to ap-
ply nonlinear thresholding linearities to the outputs of V1 cells. These facts
all supported the image of the V1 as computing a wavelet transform and
thresholding the transform coefficients with the aim of obtaining a sparse
representation of the underlying scene.

However, as research progressed, evidence arose supporting two sorts of
counter-arguments which seem to contradict this naive view of the visual
system as performing a kind of wavelet thresholding.

The first family of arguments runs against the idea that a visual system
should be built from wavelets. First, it is known that the response properties
of cortical cells are highly sensitive not only to the location and scale of the
stimulus, but also the orientation and elongation of the stimulus. Second, em-
pirical studies of databases of natural imagery [43,8,49] have found that the
kinds of basis elements which best sparsify natural scenes are highly direction-
specific, unlike wavelets. Third, since images are dominated by edges, we can
consider mathematical studies pursuing optimally sparse representation in
mathematical models of edge-dominated imagery [15], which likewise suggest
a need for analyzing elements based on very highly oriented elongated fea-
tures. Some of this work was described at Yosemite by Emmanuel Candès.
It seems clear at the time of this writing that if a multiscale system is used
to analyze images, it is likely to contain multiscale families of elements with
‘needle’-like waveforms, assuming a wide range of locations, scales, orienta-
tions and elongations; wavelets, on the other hand, exhibit a small, fixed num-
ber of preferred orientations, and are better described as roughly isotropic.

The second family of arguments runs against the idea that a visual sys-
tem can be based simply on thresholding of the outputs of a single layer
of analyzing elements. Recent brain imaging experiments have shown sub-
jects images containing long lines and curves, and have viewed the neural
response by fMRI [39,50]. The results point to the V3 region (as well as other
areas) as exhibiting substantial neural activity in response to such stimuli,
with activity distributed throughout that region, as if a complex integrative
task were taking place there. The sort of integrative task that may be tak-
ing place is illustrated by the the Gestalt principle of ‘Good Continuation’.
For example, Field and collaborators [27] and Julesz and collaborators [35]
each conducted experiments in which a subject was shown, for a brief pe-
riod of time, one of two images: either a confusing image containing many
small randomly-oriented sausage-like features, or a similar image in which,
in a addition, a small number of the same sausage-like features are orga-
nized as well-separated links which could with effort be recognized as part
of a chain. The consistent finding was that when the second stimulus was
presented, the chain fairly ‘jumped out’ at the observer, who perceived its
existence ‘preattentively’, i.e. essentially reflexively. The argument is made
that this ‘integrative’ or ‘global’ perceptual behavior runs counter to what
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one would expect in a system where isolated analyzing elements generate an
output which is then processed separately from one element to the next.

These two streams of arguments suggest that any multiscale process un-
derlying assimilation of visual information must have two properties:

[a] Analysis by a family of multiscale analyzing elements which are ‘needle-
like’ at fine scales;

[b] A process of interconnecting evidence which considers the alignments
and spatial interrelationships of these elements, for example, whether
they belong to a common straight line, connected curve, or even a closed
curve.

They also suggest that systems exhibiting these properties will require no-
tions beyond those commonly encountered in wavelet analysis (and indeed in
traditional multiscale analysis).

1.2 Beamlet Analysis

This paper will describe an approach to multiscale image analysis which we
call beamlet analysis, which offers an interesting contrast to wavelet analysis,
and which may broaden the reader’s view of the possible kinds of multiscale
thinking. While wavelets offer localized scale/location representation near
fixed regions of space with specified scale and location, beamlets have local-
ized scale/location/orientation based on dyadically-organized line segments.

The Beamlet framework involves 5 central components, which will be
described in detail in Section 2 below.

1. The beamlet dictionary is a dyadically-organized library of line segments
at a range of locations, orientations, and scales, which gives a multiscale
approximation to the collection of all line segments.

2. The beamlet transform is the collection of all line integrals of the image
along beamlets in the beamlet dictionary.

3. The beamlet pyramid is the collection of all beamlet transform coefficients,
arranged in a data structure with a hierarchical multiscale nature.

4. The beamlet graph is the graph structure in which vertices correspond
to pixel corners in the underlying image and the edges correspond to
beamlets joining pairs of such pixel corners.

5. Beamlet Algorithms extract data from the beamlet pyramid in a way
driven by the structure of the the beamlet graph, for example network
flow algorithms, or recursive dyadic partitioning algorithms.

Clearly, a lot is going on here; it will take time and effort to understand
this machinery and to appreciate the opportunities it offers.

Note first of all that this system certainly exhibits properties [a] and
[b] proposed above as desired ingredients of a model for the visual system:
analysis by ‘needle-like’ elements and methods for incorporating connectivity,
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collinearity and co-curvity. This pair of properties alone is enough to motivate
study of this system. However, our personal motivation is based on certain
intrinsic attractions of the system, as a scheme for organizing image infor-
mation, and our perception that it has applications spanning a wide range of
important scientific fields.

As far as the intrinsic attractions go, we think particularly of three:

• Beamlet analysis is clearly a fundamental multiscale idea, different from
wavelet notions; by learning about it we will expand our notion of mul-
tiscale analysis and what it can accomplish.
The consciousness-raising aspect of the beamlet framework is one we will
repeatedly emphasize below; they can help us get ‘out of the wavelet rut’
in our habits of multiscale thinking.

• Beamlets play a fundamental approximation-theoretic role; chains of beam-
lets offer sparse approximate representations of nice curves in the plane
— in a certain sense optimally sparse.
A comparison with the approximation theory for wavelets is instructive.
While wavelets can offer optimally sparse representations of smooth func-
tions, beamlets offer optimally sparse representations of smooth curves
embedded in an image.

• Beamlet methods provide a fundamentally correct data structure for deal-
ing with noisy filament detection and boundary finding problems.
The beamlet pyramid contains integrals of the image over line segments
at all scales and locations. In certain signal detection problems, the usual
detectors based on pixel-level filtering can have very poor signal-to-noise
ratios, and hence low detection probabilities, while hiding somewhere in
that pyramid can be integrals with high signal-to-noise ratio, allowing for
signal detection which would not be possible using standard filtering or
standard edge detection approaches.

We also believe that beamlet analysis offers a fascinating range of possible
applications. There are several important scientific areas where a data struc-
ture oriented around line segments seems just what is called for. We mention
two examples.

• Particle Physics. David Horn and co-workers Halina Abramowicz, Gideon
Dror, Ury Naftali, Carmit Sahar-Pikielny at Tel-Aviv University have
been developing tools for working with data from particle detectors asso-
ciated with current state-of-the-art particle physics experiments. In such
experiments, certain watched-for events involve excessive densities of par-
ticles in linear and curvilinear tracks. This team has had good results in
identifying such structures in a highly cluttered and noisy environment
using a kind of proto-beamlet analysis, combined with neural network
postprocessing. See [3,4,23].

• Large-Scale Structure of the Universe. The availability of massive 3-d cat-
alogs of coordinates of galaxies, such as the Las Campanas redshift survey
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and the forthcoming Sloan Digital Sky Survey, makes it possible to ask
fundamental questions about the large-scale distribution of matter in the
universe and to attempt to match simulations of galaxy clustering based
on currently favored physical theories (‘inflation’ + ‘cold dark matter’)
with data. Since the large-scale structure is largely dominated by the
clustering of matter in sheets and filaments [24,5,47], the development
of sensitive measures of such clustering behavior is paramount. Existing
studies extract subcatalogs lying in so-called ‘pencil beams’ (thin tubes)
and study the properties of galaxy distribution in such beams. This is
again a kind of proto-beamlet analysis, this time in 3-d.

We believe that such examples represent only the ‘tip of the iceberg’:
many more such detection and clustering problems will be identified, over
a range of fields, both in the analysis of image data and in the analysis of
3-d data. We have been developing a systematic infrastructure for such line
segment based analysis, which we plan to describe in several publications.

We also observe that there are currently several groups of researchers who
seem to be attracted as we are to the possibilities of data analysis based on
local linear structures. In addition to David Horn’s group mentioned above,
we mention

• Achi Brandt at the Weitzman Institute of Science, and his former Ph.D.
student J. Dym, who proposed fast algorithms for evaluating families of
line integrals of an image [11], and who suggested that they might be
used in vision data analysis [12]; and

• Peter Jones at Yale, and his former Ph.D. student Gilad Lerman, now
at N.Y.U., who considered the evaluation of Jones’ β’s in the analysis of
multivariate statistical data [36].

Finally, we mention our own work [22,30] making use of beamlet ideas, using
a pre-beamlet terminology.

We find all this proto-beamlet work pioneering in various ways, and wish
to encourage others to study and cite these earlier efforts. However, we also
expect readers to find this prior body of work uneven and lacking a common
language. For example, it is not even clear to us that all the above cited
authors would agree among themselves that they were working on similar
problems, though we claim they are.

In this paper we identify and formalize 5 key components of beamlet
analysis, as mentioned above, and we call attention to key principles and
heuristics. While a few of these were already evident in earlier work, it seems
that the full package offers many possibilities not evident at all in earlier
work, and which we hope to explain.

1.3 A Hierarchy of Beamlet Algorithms

In our view, one of the most important differences between traditional multi-
scale thinking based on wavelets and multiscale thinking based on beamlets



Beamlets and Multiscale Image Analysis 155

lies in the kind of algorithms that can be built. Wavelet analysis offers basi-
cally two kinds of algorithms:

1. Very simple algorithms based on thresholding of wavelet coefficients, or
simply calculating levelwise summaries;

2. Moderately simple algorithms based on the tree structure (parent-child
relationships) obeyed by the dyadic squares hosting the wavelet coeffi-
cients.

In contrast, we can discern four levels of structure in beamlet-based algo-
rithms. The first two are very analogous to wavelet-style thinking:

1. Very simple algorithms based on thresholding of beamlet coefficients, or
simply calculating levelwise summaries;

2. Moderately simple algorithms based on the tree structure (parent-child
relationships) of dyadic squares hosting the beamlet coefficients.

The analogy is due to the fact that, like wavelets, beamlets are indexed by
scale and location, the scale/location indexing providing ‘generation’ rela-
tionships between parents and children at the same location but different
scales. The next two levels go considerably beyond the patterns familiar from
wavelet-style thinking; they involve exploitation of neighboringness relations
among beamlets. Here neighboringness can include simple connectedness of
pairs of beamlets – one ends where the next begins – as well as collinearity –
two beamlets belong to the same beam – and co-curvity – two beamlets belong
to the same curve. The two levels of structure are, in order of complexity:

3. Moderately sophisticated algorithms based on local uses of the neighbor-
ingness of beamlet coefficients according to the beamlet graph.

4. More sophisticated algorithms based on globally optimal uses of the neigh-
boringness of beamlet coefficients according to the beamlet graph.

We find the third and fourth levels of structure in this hierarchy unprece-
dented and quite interesting. Our goal in this paper is to help the reader
begin to think in terms of these new relationships and begin to perceive the
new algorithmic possibilities they offer.

As a brief example, we will see below that the beamlet framework allows
us to explore the space of curves in an image in a multi-resolution fashion,
efficiently extracting a filament or an object boundary by solving a global
optimization criterion. While it might seem rather daunting to optimize over
all curves in an image, this is possible by exploiting several facts about the
beamlet framework.

• Polygonal curves in the x− y plane can be built up by chaining together
a very few connected beamlets.

• Each such chain is a path in the beamlet graph.
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• Certain network flow algorithms, when deployed in the beamlet graph,
allow us to efficiently explore the space of paths in the graph, looking for
paths which make a sum of associated terms optimally large.

• The integral of an image along a polygonal curve made of beamlets is
simply the sum of a few terms from the beamlet transform.

Combining these ingredients allows one to formulate algorithms which can
efficiently search the space of all curves in an image for a globally optimal
curve – provided the notion of optimality involves an integral computed along
the curve.

We plan in this paper to systematically build up the reader’s understand-
ing of the many kinds of algorithms which can be built based on the beamlet
pyramid and beamlet graph. Starting from a discussion in Section 2 of the
main components of the beamlet framework we develop in sections 3-6 a dis-
cussion of the hierarchy of levels of structure in beamlet-based algorithms.
This begins in Section 3 with elementary algorithms which make no use of the
interrelatedness of beamlets (Level 1); progresses in Section 4 to tree-based
algorithms (Level 2) which exploit parent-child relations; and then finally, in
Scetions 5 and 6, to discuss graph-based algorithms (at Levels 3 and 4) which
impose the collinearity, co-curvity, and spatial continuity by exploiting the
beamlet graph.

In Section 7 we review our software environment, Beamlab, which com-
puted the many examples described here; and in Section 8, we review impor-
tant literature on antecedents of beamlets, in work of Götze & Druckenmiller
on Fast Hough Transforms [29], Brandt & Dym on calculation of multiple
line integrals [11], and Peter Jones, Guy David, Stephen Semmes, and Gilad
Lerman on geometric analysis of point sets [32].

2 Beamlet Analysis

We begin with some terminology and notation. We are interested in image
data as n by n arrays of numbers, but we choose to view the image domain as
the continuum square [0, 1]2 and the pixels as an array of 1/n-by-1/n squares
arranged in a grid in [0, 1]2.

A dyadic square S is the collection of points {(x1, x2) : [k1/2j , k1+1/2j ]×
[k2/2j , k2 + 1/2j ]} where 0 ≤ k1, k2 < 2j for an integer j ≥ 0. For clarity,
we will sometimes write S(k1, k2, j), so that for example S(0, 0, 0) is the unit
square [0, 1]2, and so that if we have an n-by-n grid with n = 2J dyadic, then
the individual pixels are the n2 cells S(k1, k2, J), 0 ≤ k1, k2 < n.

2.1 Beamlet Dictionary

Suppose we take vertices v1, v2 ∈ [0, 1]2 and consider the line segment b =
v1v2. We call such a segment a beam. If we consider only beams connect-
ing vertices (k1/n, k2/n) at pixel corners, there are order O(n4) such beams.
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We note that there are N = n2 pixels, and that typical fast image process-
ing algorithms take order O(n2) = O(N) flops or at most O(n2 log(n2)) =
O(N log(N)); we are seeking algorithms of order O(n2) or as near to that
as we can get. Relying on collections of cardinality O(n4) beams as an or-
ganizational device will lead to unworkable algorithms, and so we seek a
reduced-cardinality substitute.

Take the collection of all dyadic squares at scales 0 ≤ j ≤ J . Fix a
quantum of resolution δ = 2−J−K for K ≥ 0. On each dyadic square, traverse
the boundary in clockwise fashion starting at the upper right corner and mark
off equispaced vertices a distance δ apart. As δ is dyadic and it divides the
perimeter length of every dyadic square with sidelength ≥ 1/n, there are
precisely Mj = 4 · 2K · 2J−j vertices marked out in this fashion on a dyadic
square S with side 2−j ≥ 1/n. Call this collection of vertices V (S); label
the vertices according to the order they are encountered in the clockwise
boundary traverse, so that V (S) = {vi,S : 0 ≤ i < Mj}. If we consider any
two dyadic squares which have intersecting boundaries, along the intersection
of the boundaries the two squares have the same vertices in common; under
our labeling system we might have vi,S = vi′,S′ even though i �= i′. For later
use, we let V(n, δ) denote the collection of all vertices in all V (S) where S
is dyadic of sidelength ≥ 1/n, and we let L(n) denote the latticework of all
horizontal and vertical lines in the square at spacing 1/n.

Fig. 1. Beamlets at different scales (squares with different sidelength).

Within each dyadic square S, consider the collection of all beams con-
necting vertices on the boundary of S:

Bδ(S) = {b = vi,Svi′,S : 0 ≤ i1, i2 < Mj}.

There are
(
Mj

2

)
such beams in total.
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Definition 1. For given dyadic n and δ, the set of beamlets is the collection
Bn,δ of all beams belonging to some Bδ(S) for some dyadic square S of
sidelength 2−j , 0 ≤ j ≤ J .

See Figure 1 for some examples of beamlets.
We note that beamlets only connect vertices on the boundary of a dyadic

square, so that although the family of beamlets is built from O(n2) vertices,

it contains many fewer than O(n4) beams. In fact, as
(
Mj

2

)
≈ M2

j /2, we

have

#Bn,δ ≈ (J + 1) · 8 · 4K · n2.

For example, suppose that δ = 1/n. Then there are just 4 vertices vi,S

associated to any dyadic square with sidelength 1/n; these are of course the
corners of the squares, and we have

#Bn,1/n ≈ 8 · (log2(n) + 1) · n2.

Although there are order O(n2) pixels, and although order O(n4) beams
can be defined based on pixel corners, the collection of beamlets has a car-
dinality only logarithmically larger than O(n2). It follows that exhaustive
searches through the collection of beamlets can run much faster than exhaus-
tive searches through the collection of beams.

Despite reduced cardinality, the dictionary of beamlets is expressive. It
consists of beams at a variety of scales, locations, and orientations. A rela-
tively small number of beamlets can be used as a substitute for any single
beam. In [22] we prove

Lemma 1. Any beam with endpoints anywhere in [0, 1]2 can be approximated
within Hausdorff distance δ/2+1/n by a continuous chain (b1, b2, . . . , bm) of
beamlets bi ∈ Bn,δ where the number m of beamlets required is bounded by
8 log2(n) for n > 2.

The idea is shown in Fig. 2. The rationale is much like the logic of modern
airline traffic. There are very many long connections between a few hubs and
relatively fewer short connections between provincial centers.

2.2 Beamlet Transform

Let f(x1, x2) be a continuous function on [0, 1]2. The beamlet transform of f
is the collection of all line integrals

Tf (b) =
∫

b

f(x(l))dl, b ∈ Bn,δ,

the integrals being taken along line segments b ∈ Bn,δ; here x(l) traces out
the beamlet b along a unit speed path. The digital beamlet transform of an
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Fig. 2. A line segment approximated by a chain of beamlets. The total number of
beamlets (in the chain) is no more than O(log2(n)). The two endpoints of the beam
are (0.3, 0.85) and (0.85, 0.1).

n×n array (fi1,i2) is understood to be the beamlet transform of the function
f defined on the continuum by interpolation of the values (fi1,i2):

f(x1, x2) =
∑
i1,i2

fi1,i2φi1,i2(x1, x2),

where (φi1,i2) is a specified family of continuous interpolation functions. There
are several ways the functions φi1,i2 may be chosen. In this paper we use
only Average-Interpolating Functions. Let Pixel(i1, i2) denote the square
[i1/n, (i1 + 1)/n) × [i2/n, (i2 + 1)/n). The functions φi1,i2 may be chosen
to obey the conditions

n2

∫
Pixel(i′1,i′2)

φi1,i2(x1, x2)dx1dx2 = δi1,i′1 · δi2,i′2

where δi,i′ is the Kronecker symbol. Then f is a function that obeys

fi1,i2 = Ave{f |Pixel(i1, i2)};
in other words, the values of fi1,i2 are viewed as pixel-level averages of the
continuous function f . The ensuing definition is illustrated in Fig. 3.

2.3 Beamlet Pyramid

In traditional usage [6], a pyramid is a data structure exhibiting a notion of
scale and a notion of causality. The data stored at coarser scales should be
derivable from data at any finer scale.

In our definition, the beamlet pyramid is the collection of all integrals
Tf [b] for b ∈ Bn,δ. This structure exhibits the multiscale nature assumed in
a pyramid, but exhibits the causality only in an approximate sense.
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Fig. 3. An illustration of piecewise constant interpolation of a digital image, and its
associated beamlet transform. Beamlet transform is a weighted sum of pixel values
whose associated squares (shaded) the beamlet traverses.

If we consider, for the moment, an ideal continuum beamlet dictionary,
obtained by letting the spacing δ → 0 in the definition of beamlet, then we
arrive at a system obeying a two-scale relation: each continuum beamlet can
be decomposed into a union of at most three beamlets at the next finer scale.

We demonstrate this point in Fig. 4, which illustrates the decomposition
of a beamlet b into the union of three beamlets b1, b2, and b3 at a finer scale.

Fig. 4. Decomposition of a beamlet into three beamlets at next finer scale.

The key analytic property we get from this is that the decomposition

b = ∪ibi

of a coarse-scale beamlet into finer-scale beamlets gives

Tf [b] =
∑

i

Tf [bi].
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In practice, we work with δ > 0, of course, and so this two-scale relation
only holds in an approximate sense: there is a chain of at most three beamlets
at the next finer scale which deviates at most δ from the coarse-scale beamlet.

2.4 Beamlet Graph

Associated with the beamlet pyramid is the beamlet graph. This graph has
(n+1)2 vertices — corresponding to pixels of an n×n image — and 16n2(log(n)+
1) edges — corresponding to the beamlets from Bn,1/n. Two vertices of the
beamlet graph are connected by an edge if and only if they correspond to
pixels whose lower left corners are connected by beamlets.

In the beamlet graph, some vertices have only nearest-neighbor connec-
tions, but many others have connections to other vertices as well, vertices
corresponding to pixels which might be say 2, 4, 8, 16 etc. pixels distant. An
illustration of different connectivities for different vertices is in Fig. 5.

Fig. 5. An illustration of different connectivity of different vertices in a beamlet
graph.

The beamlet graph should be compared to another graph used in image
analysis: the nearest-neighbor graph [42,28,31]. In the nearest neighbor graph,
each vertex again corresponds to a pixel in the image, but is connected only to
vertices corresponding to pixels which are its nearest neighbors in the image
(actually there are two variants – the 4-neighbor graph (cross connectivity)
and the 8-neighbor graph (star connectivity) – for our purposes the two are
similar).

It is interesting to contrast the two structures.

• Diameter. While two vertices in the nearest-neighbor graph correspond-
ing to pixels at opposite ends of the image can only be connected by
a path of O(n) edges, the corresponding vertices in the beamlet graph
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can be connected by a path of many fewer edges: no two vertices in the
beamlet graph are ever more than 4 log2(n) + 1 edges apart.

• Path/Polygon Isomorphism. In each graphical structure, every path through
the graph corresponds to a polygonal curve in the image. The polygo-
nal curves generated from paths in the nearest-neighbor graph can have
a strikingly different appearance from those generated in the beamlet
graph. This is detailed in our next three observations:

• Multiscale nature. While a polygonal curve deriving from the nearest-
neighbor graph has many pieces of about the same size and so in general
is monoscale, a polygonal curve deriving from the beamlet graph may
have edges of various lengths, some of which can be global scale, others
pixel scale, and others in between.

• Integrated Curvature. While a path in the nearest-neighbor graph in gen-
eral corresponds to a polygonal curve in the image which makes many
small ‘turns’, it is possible for a path in the beamlet graph to correspond
to a polygonal curve in the image which is very nearly straight, i.e. to
consist of relatively few exactly straight segments with relatively little
turning between the pieces.
Define the total curvatureK(π) of a polygonal curve in an image, by sum-
ming the angular changes at path vertices. Consider vertices v0 and v1 in
the graph corresponding to pixels chosen at random on opposite borders
of the image, and consider the shortest path between them in the nearest-
neighbor graph. This path in the nearest-neighbor graph corresponds to
a polygonal curve π across the image, and the integrated curvature K(π)
is proportional to the length n of the path. In contrast, we can construct
a path through the beamlet graph, so that the corresponding polygonal
curve in the image has integrated curvature O(log(n)).

• Directional Accuracy. While a polygonal curve deriving from the nearest-
neighbor graph must make many small turns away from its ultimate goal,
a curve deriving from the beamlet graph may exhibit a high degree of
directional faithfulness.
Define the overall direction of a polygonal curve connecting two points to
be the direction vector between endpoints. Define the average directional
deviation of a polygonal curve to be the average, along the arc length of
the curve, of the angular difference between the direction of the particular
segment and the overall direction of the polygonal curve. For a monoscale
polygonal curve between typical distant pixels at with average direction
θ ∈ [0, π] derived from the shortest path in the nearest-neighbor graph,
the average angular difference is typically a nonzero constant, roughly of
magnitude min(|θ|, |θ−π/2|, |θ−π|) in the 4-neighbor graph, and of mag-
nitude min(|θ|, |θ − π/2|, |θ − π/4|, |θ − 3π/4|, |θ − π|) for the 8-neighbor
graph. In contrast, if the endpoints are n pixels apart, the shortest multi-
scale polygonal curve derived from the beamlet graph has average angular
difference of order 1/n.
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Fig. 6. A line segment approximated by paths in the beamlet graph and the nearest
neighbor graph; image size n = 16. The two endpoints of the line segment are
(0, 2

16
) and ( 14

16
, 12

16
). The vertices on the path in the beamlet graph are marked by

the symbol ⊗. The edges on the path in the nearest neighbor graph are marked by
thick line. The path in the beamlet graph contains 3 edges, while the path in the
nearest neighbor graph has 14 edges.

In Fig. 6, we compare shortest paths with the same endpoints in both
the near-neighbor graph and the beamlet graph. In Table 1, for two fixed
points (0.3, 0.85) and (0.85, 0.1), we give its integrated curvature and average
directional deviation (which is to measure the directional accuracy) at a range
of resolutions (see details in the table).

These differences between the two graph structures are, we hope to show,
responsible for major differences in the statistical effectiveness of otherwise
similar algorithms for detecting filaments and objects.

3 Level One: Structureless Algorithms

In order to develop our theme — the range of interesting new algorithms
made available by the beamlet framework — we begin with a description
of three algorithms treating beamlet coefficients without regard to the in-
terconnections which might exist between the beamlets at different scales
and locations. These algorithms bear strong analogies to algorithms used
routinely in wavelet analysis.

3.1 Detection of a Line Segment or a Curve

Suppose we have a noisy n-by-n image, perhaps containing somewhere within
it a faint image of a line segment of unknown length, orientation and position.
See Figure 7. In this model, we have noisy pixel-level data (yi1,i2), 0 ≤ i1, i2, <
n, and we model these data as

yi1,i2 = A · Φ̃i1,i2 + εzi1,i2 , 0 ≤ i1, i2, < n, (1)
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Table 1. Integrated Curvature and Average Directional Deviation for a line seg-
ment at various resolutions. (For an n by n image, the pixel-level resolution is 1/n.)
NNG = nearest-neighbor graph; BG = beamlet graph.

Resolution Integrated Curvature Average Directional Deviation

(n) NNG BG NNG BG

16 0.8π 0.23π 0.08π 0.0217π

32 1.6π 0.63π 0.08π 0.0252π

64 3.2π 0.23π 0.08π 0.0092π

128 6.4π 0.25π 0.08π 0.0067π

256 12.8π 0.27π 0.08π 0.0039π

512 25.6π 0.58π 0.08π 0.0024π

1024 51.2π 0.13π 0.08π 0.0007π

2048 102.4π 0.15π 0.08π 0.0006π

4096 204.8π 0.17π 0.08π 0.0003π

where ε is a noise level, zi1,i2 is a white Gaussian noise, A is an unknown
amplitude parameter and Φ̃i1,i2 = Φ̃(i1, i2; v0v1) is the observed effect at the
sensor array of an unknown beam v0v1. Formalizing matters, we may say
that our problem is to test the simple null hypothesis

H0 : A = 0 (2)

against the composite alternative

H1 : A > 0, v0, v1 ∈ [0, 1]2. (3)

This is highly composite because of the wide range of possible endpoint pairs
being considered. Standard ideas in hypothesis testing (so-called ‘matched
filtering’ for generalized likelihood ratio testing) suggest that we consider the
random field

Y [v0, v1] = 〈ψv0v1 , y〉.
where ψv0v1 is the so called filter matched to H1,v0v1 :

ψv0v1(i1, i2) = Φ̃(i1, i2; v0v1)/‖Φ̃(·, ·; v0v1)‖2.

and consider the maximum beam statistic

Y ∗ = max{Y [v0, v1] : v0, v1 ∈ [0, 1]2}.
Here the maximum is taken over all beams v0v1 with endpoints in [0, 1]2.
We then reject H0 if Y ∗ exceeds a certain threshold. This is often called the
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(a) Underlying Line Segment
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Fig. 7. The problem of detecting the existence of a line segment in a noisy picture.
(a) An underlying line segment; (b) Its approximation by beamlets. Note there
always a beamlet overlapping a substantial proportion of any such line segment; (c)
An easy detection case; (d) A hard detection case. The only difference between (c)
and (d) is that the noise levels are different.

Generalized Likelihood Ratio Test, because it takes the standard Likelihood
Ratio Test (deriving from the above H0 and a simple alternative hypothesis
H1,v0v1) and, then optimizes over all choices of H1,v0v1 in order to test the
composite alternative.

There is a large number of beams to consider; even if we discretize to
work at the scale of pixels, we have at least O(n4) beams. Naive evaluation
of this maximum requires O(n4) evaluations costing O(n) flops each, which
is O(n5) flops total; prohibitively expensive for large n.

Consider instead testing based on the maximum beamlet statistic. We
simply compute a maximum over all beamlets rather than over all beams.
The comparable statistic is

Y + = max{Ty(b)/
√
L(b) : b ∈ B1/n,n},

where Ty(b) is the beamlet transform of data y and L(b) is the euclidean
length of beamlet b. We reject H0 whenever this exceeds a certain threshold.

Once the beamlet pyramid has been computed, this statistic can be cal-
culated in order O(N log(N)) additional flops, where N = n2 is the number
of pixels in the image.
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We remark that this procedure is analogous to a wavelet domain test for
white noise. In such a test one evaluates the largest wavelet coefficient and
asks if it exceeds a threshold deriving from the white noise assumption.

We also remark that this procedure uses beamlets structurelessly; the
simple maximum is taken, without regard for the location or scale or direction
of the maximum, or for interactions among maxima.

As it turns out, although the beamlet-based statistic is much cheaper to
evaluate than the GLRT it has rather substantial power. In Figure 8, we com-
pare performance of tests based on maximum beamlet statistics with maxi-
mum beam statistics. Evidently, the beamlet approach based on maximizing
over a small, strategically chosen subset of beams provides nearly identical
sensitivity. A theoretical analysis proving this will be published elsewhere.
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Fig. 8. Illustrating the nearly identical sensitivity of the maximum beam statis-
tic the maximum beamlet statistics. We test at eleven different signal to noise
ratios (SNR). The lines with ♦, ⊕, ∗, � and × indicate: the pixel SNR of the un-
derlying line object; the median of maximum raw pixel intensities; the threshold
of detectability for .05 false-alarm rate; the median of the maximum standardized
beamlet coefficients; and the median GLRT score. All the medians refer to results of
100 Monte Carlo simulations. The size of the test image is n = 128. The underlying
line segment is the same as in Fig 7.
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3.2 Thresholding and Visualization

Consider the following visualization procedure.

• Transform. Calculate the entries in the beamlet pyramid;
• Threshold. Set to zero each beamlet coefficient which does not exceed a

(possibly scale-dependent) threshold;
• Visualize. For each beamlet coefficient surviving the thresholding opera-

tion, draw a line segment depicting that beamlet.

This is analogous to thresholding reconstruction in wavelet analysis, where
an object is transformed, its small coefficients discarded, and then the trans-
form is inverted.

Note that this procedure is indeed structureless, since each beamlet coef-
ficient lives or dies based solely on its own value, and not those of others.

An example is given in Fig. 9 (using a digitization of a line drawing by
Picasso from the collection of the Metropolitan Museum of Art in New York,
kindly provided by Ruth Kozodoy in blessed memory of Revira Singer).

While the procedure is graphically interesting, it generally lacks the degree
of informativeness we might have expected. Indeed, owing to the lack of
‘inter-scale inhibition’ many beamlets at the same location exceed threshold,
giving an undesirable degree of ‘over-excitation’. In particular, many larger
scale beamlets exceed threshold without providing an adequate reflection of
features in the underlying object.

We expect that a better method would impose ‘spatial inhibitions’, keep-
ing two beamlets from both being present in the visualization if they were
spatially almost in the same place and ‘inter-scale inhibitions’, keeping two
beamlets from both being present in the visualization if they were spatially
in the same location but at adjacent scales. More sophisticated algorithms at
Levels 2-4 are able to impose just such inhibitions.

3.3 Multiscale Thickness of Sets

Suppose now we have a binary image which is ‘mostly white’ (represented
by the value zero) with a small fraction of black pixels (represented by the
value one). The collection of black pixels can be thought of as a ‘set’ whose
geometrical properties we wish to characterize. For example it could be a
scattered set of points or it could be points on a smooth curve. Consider the
following multiscale summarization procedure.

• Transform. Calculate the entries in the beamlet pyramid;
• Measure Thickness. For each dyadic square, use the beamlet coefficients

associated with that square to measure the relative ‘thickness’ βS of the
set of nonzero pixels inside that square, i.e. the width of the narrowest
strip containing the nonzero data. An illustration of calculation of the
thickness is given in Fig. 10.
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Picasso:256x256 scale=2

scale=3 scale=4

scale=5 scale=6

Fig. 9. For the Picasso image, we plot the beamlets at each of several scales whose
coefficients exceed a predetermined threshold.

• Summarize by Scale. Calculate the average thickness across all dyadic
squares at each individual scale;

• Visualize. Plot the average thickness at scale j versus j.

Note that this procedure is indeed structureless in the sense that the
thickness of a dyadic square is computed without regard to any other squares.
The procedure is beamlet driven because we can use the beamlet analysis of
the image to compute it – we simply analyze the pattern of nonzero beamlet
coefficients associated to a dyadic square in order to identify the narrowest
strip.
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Fig. 10. Calculating the thickness of data in a dyadic square. We find the narrowest
strip that is bounded by two beamlets and contains the target curve. The thickness
is max(d1, d2) and the normalized thickness or beta-thickness is defined as in βS =
max(d1, d2)/2−j .

Since the procedure identifies a pair of beamlets associated with each
square – namely the pair bounding the narrowest strip containing the ‘set’
– the procedure can be seen as imposing a degree of local spatial inhibition.
Only two out of a large number of beamlets are isolated as being ‘important’
for each square.

This average thickness measures the extent to which the ‘set’ can be
locally approximated as lying on a line. If the set is given by a smooth curve
then at fine scales this will of course be the case. If the set is very complex,
this will not be the case.

This operation – comparing a set with its approximation by linear sets – is
analogous to measuring certain norms in wavelet analysis. Wavelet coefficients
measure the deviation of the function from a simple linear approximation,
and if the function being analyzed is smooth, they are expected to decay at
a certain rate as a function of scale. Comparing the size of the coefficients
with scale allows to measure the regularity of the object.

In the mathematical literature, an analysis tool of this kind was intro-
duced by Peter Jones and developed to a great extent by G. David and S.
Semmes [32,19]. See also the Yale Ph.D. Thesis of Gilad Lerman. While this
earlier work made no direct connection to the pixelated image setting, nor to
use of specific discrete data structures, like the beamlet pyramid, it turns out
that beamlet tools indeed allow to translate their ideas into a digital image
setting very conveniently.

Examples are given in Figure 11. As the Figure shows, the behavior of
Thickness versus Scale for a smooth curve (in this case the circle) is quite
distinct from the behavior for a fractal curve (in this case random walk). In
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Fig. 11. The “scale-thickness graph” of three different ‘sets’ at various scales. The
left column gives the original curve(s). The right column gives the corresponding
thickness–scale plots, which portray the sum of squares of all thicknesses at each
given scale.

effect, the beamlet pyramid contains information sufficient to measure the
fractal dimension of curves embedded in R2.

4 Level Two: Tree-Structured Algorithms

We now turn to beamlet-driven algorithms exploiting the tree-structure of
the dyadic squares underlying the beamlet pyramid.

We first remind the reader of what we mean by tree structure. Fig. 12
depicts a series of dyadic squares in the plane stratified into different floating
panels according to the size of the squares. Parent-Child relationships are
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illustrated by lines connecting centers of parent squares to centers of child
squares.

Fig. 12. A complete Recursive Dyadic Partition (RDP) and its tree.

We also recall for the reader the definition of a recursive dyadic parti-
tion. This is any partition of the square reachable by application of arbitrary
combinations of these two rules:

• P = {[0, 1]2} is an RDP.
• If P = {S1, . . . , S�−1, S�, S�+1, . . . , Sn} is an RDP, and if S� can be de-

composed into four dyadic squares S�,00, S�,01, S�,10, and S�,11, then the
new partition

P ′ = {S1, . . . , S�−1, S�,00, S�,01, S�,10, S�,11, S�+1, . . . Sn}
is again an RDP.

Fig. 13 gives an example of an incomplete RDP.
We also note that each RDP corresponds to a tree; as illustrated in Fig-

ure 12, a complete RDP consisting of all dyadic squares of side 1/4 cor-
responds to a complete tree of depth 2. Fig. 14 shows that an incomplete
partition as drawn in Fig. 13 with squares having finest dyadic scale 1/4 .
corresponds to an incomplete tree of depth 2.

Finally, we introduce the notion of a beamlet-decorated RDP, or BD-RDP.
This is an RDP in which the pieces of the partition are (optionally) deco-
rated by associated beamlets. Fig. 15 gives a picture of a BD-RDP and its
associated tree structure — note how a fairly general curve can be depicted
by this device.

A key property offered by the BD-RDP is the inter-scale inhibition be-
tween beamlets in such a decoration. While extensive collections of beamlets
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Fig. 13. An incomplete RDP.

Fig. 14. A tree associated with an incomplete RDP.

can arise as decorations in a BD-RDP, they are always spatially disjoint —
they can never contain two beamlets at different scales crossing over each
other.

4.1 Extraction of Multiple Line Fragments

Consider now an algorithm for extracting multiple line fragments from an
image using tree concepts. As in Section 3.2, we wish to visualize an image
using a sequence of beamlets. To do so, we search for a BD-RDP solving
an optimization problem. Because of the inter-scale inhibition of beamlets
obtained in this way, we will avoid the overlap properties seen in Fig. 9.

We associate to each dyadic square S a quantity CS defined as

CS = max
b∼S

T (b)/	(b)1/2
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Fig. 15. A beamlet decorated recursive dyadic partition (BD-RDP) (right) and its
associated tree structure (left).

where T (b) is the beamlet coefficient associated to beamlet b, 	(b) is the length
of the associated beamlet, and b ∼ S means that the beamlet b is associated
to S.

We then consider the partition that maximizes, over all recursive dyadic
partitions P = {S1, . . . , Sn} of [0, 1]2, the complexity-penalized energy

J(P ) =
∑
S∼P

C2
S − λ#P.

In effect, CS measures the energy of the ‘model’ which says that inside S
there is a single beamlet – i.e. the image is zero except along the trace of
the beamlet within the square. Indeed, if we model the data falling inside
a square as proportional to the indicator 1b of a certain beamlet, then the
energy of the fitted model is the square of the coefficient 〈f, 1b〉/‖1b‖2 times
the norm ‖1b‖2. Now as Tf (b) ≈ 〈f, 1b〉 and ‖1b‖2 ≈ L(b), this is essentially
the square of CS .

Hence we are searching for a collection of non-overlapping beamlets which
provides a substantially accurate description of the image.

An example is given in Fig. 16; note how the description is truly multi-
scale, containing line segments of all different lengths, positions, and orien-
tations. Significantly, the description avoids the messiness of simple thresh-
olding in Fig. 9. This illustrates the importance of inter-scale inhibition, and
the value of tree structures.
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Fig. 16. Result of Beamlet-Decorated Recursive Dyadic Partitioning to extract
multiple line segments from an image with abundant linear and curvilinear features.

4.2 Optimization over BD-RDP’s

An important point about optimization over RDP’s is that, for appropriate
objective functions J , the globally optimal partition solving

max
P∈RDP

J(P ). (4)

can be obtained rapidly. As a result, in the setting of the previous section,
the optimal BD-RDP can be obtained in O(N log(N)) flops, where N = n2

is the number of pixels.
The essential point is that the objective function J should be an additive

functional of RDP’s, taking the form:

J(P ) =
∑
S∼P

ΓS

The fast algorithm for (4) relies on a bottom-up tree pruning process,
recursively deciding whether it is better to leave a dyadic square unsubdivided
or to divide it into four pieces. Starting from a complete quadtree refined out
all the way to pixel leve, we consider each dyadic square S of 2-by-2 pixels
and consider whether it is better to treat this as a single, undivided block, or
to divide it into four pieces. To make the decision we compare the objective
value ΓS for the unsubdivided square with sum of the four objective values
ΓSi

for the four dyadic subsquares going to make up S. Call the maximum of
these two numbers Γ ∗(S), and record the identity of the maximizer in a label
µS for later use. After completing the process at the 2-by-2 scale, we move up
one level, to consider 4-by-4 squares S and consider for each one the question
of whether it should be split into four pieces or not, according as ΓS exceeds
the sum of the four optimized Γ ∗

Si
or not; we define Γ ∗

S as the indicated
maximum and record the identity of the maximizer in µS . Continuing to
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move up level by level, we reach the root, and after processing the root, the
value Γ ∗

[0,1]2 is the value of (4) and the various labels µS reveal the optimal
partition. For details, see [22] and references there.

To apply this in the situation of Section 4.1, we simply set

ΓS = (C2
S − λ)+

where CS is as defined there, and, if ΓS > 0, we record in κS the identity of
the beamlet maximizing CS . Then the optimal RDP is given by the variables
µS set by the pruning algorithm; and the optimal decoration is given by the
κS variables of terminal nodes in the optimal RDP. The whole algorithm is
fast in this case. Once we have the beamlet transform in hand, it costs order
O(N/4j) flops to evaluate each of the 4j CS at level j. Then the bottom-up
tree pruning algorithm can run in O(N log(N)) flops.

4.3 Extraction of Multiple Regions

The same framework can work for extracting regions rather than filaments.
Suppose that we have data y which can be modeled piecewise constant with
curved boundaries between pieces. We can obtain an approximation which
finds an optimal recursive-dyadic partition with linear splits by the principle
of minimizing a complexity-penalized residual sum of squares. This allows us
to find piecewise constant approximations with simple polgonal boundaries.

In a BD-RDP, a beamlet associated with a dyadic square splits the square
into two regions which we call wedgelets; compare [22]. Using beamlet ideas,
we can represent noisy data in terms of wedgelets.

Consider the model M(S, b) which says that in dyadic square S, the un-
derlying noiseless signal is piecewise constant, split into two pieces along
beamlet b – i.e. a linear superposition of the two wedgelets associated with
b. Let yS be the restriction of the data vector y to this square, and denote
the least-squares projection of this data onto the span of model M(S, b), by
Proj{yS |M(S, b)}.

Define now, for each beamlet b associated with square S, the residual sum
of squares associated with model M(S, b)

RSS(S, b) = ‖yS − Proj{yS |M(S, b)}‖2
2

and define, for each dyadic square S

PRSS′
S = min

b∼S
RSS(S, b) + 2 · λ2

where λ is a penalization factor. Since it does not always make sense to split
a square into pieces along a beamlet, we put this in competition with a model
that is simply constant in the square, taking the value mS = Ave{yS}:

PRSS′′
S = min

(
PRSS′

S , ‖yS −mS‖2
2 + λ2

)
.
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For each RDP P define its complexity-penalized residual sum of squares

J(P ) =
∑
S∼P

PRSS′′
S .

Using the ideas of the last section, the optimum over all RDP’s is rapidly com-
putible, once the PRSS′′

S are given. As it turns out the numbers RSS(S, b)
are easily derivable, from the beamlet transform of the cumulative sums of
the data (yi1,i2) in i1 and i2. Compare [22].

Obviously this approach can be used on non-noisy data for a form of
compression; an example is given in Figure 17, where the piecewise constant
model has actually been replaced (using similar algorithms) by a piecewise
linear model, and the penalization adjusted to reflect the increased com-
plexity of piecewise linear over piecewise constant reconstruction. We exhibit
several such approximations obtained by complexity-penalized sum of squares
approximations using different values of the penalty parameter λ2. Through
control of this parameter one is able to approximate fine detail or only coarse
structure.

W
ed

ge
le

t P
ar

tit
io

n

Coarse Scale

−> −> −>

Fine Scale

R
es

id
ua

ls

Fig. 17. Optimal piecewise linear approximations to Lenna derived from wedges.
First row: series of approximations with increasing complexity; Second row, cor-
repsonding series of partitions, notice beamlets splitting squares into wedges; third
row: corresponding approximation errors.
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This tool can also be used for noise removal. Suppose we have noisy data

yi1,i2 = f(i1, i2) + σzi1,i2 , 0 ≤ i1, i2 < n

where Z is a random white noise and again the object of interest f can be
modelled piecewise constant with curved boundaries between pieces. Now λ
should be calibrated to the noise level; obvious choices include 3σ and also
σ · 2 · √log(n).

A numerical example is presented in Figure 18. The quality of approxi-
mation is good – it produces reasonable fidelity in matching boundaries – but
notice that the boundaries given by the wedgelet approximation consist sim-
ply of disconnected linear fragements – no continuity or directional coherence
is imposed. As the third column of Figure 18 illustrates, the decorations in
the optimal partition do not cohere globally.

5 Level Three: Local Chaining of Line Segments

It can be argued that the tree-based algorithms of Section 4 bring up issues
already familiar from tree-based algorithms used in the wavelets community
[46,13] and, more broadly, in the multiscale community, where quadtree par-
titioning has been in use for many years.

In this and following sections we will use the structure of the beamlet
graph in a way not available within the wavelet lexicon, exploiting the neigh-
borhood properties of the beamlet graph to express connectedness and di-
rectional continuation. As suggested in the introduction, understanding the
expression of continuation is vital in several fields, including vision.

5.1 Fast Approximate GLRT for Line Segment Detection

Return to the line segment detection problem discussed in Section 3.1, and
now consider the problem of computing the GLRT – maximizing over N(N−
1)/2 beams (hereN = (n+1)2 is the number of pixel corners in the underlying
image). As discussed earlier, this is an O(N2 · n) = O(n5) computation.

Earlier, we proposed a substitute problem: maximizing over beamlets rather
than beams. The cardinality of the set of beamlets being only O(N log(N))
rather than O(N2), the resulting computations become much more manage-
able. We saw that this simple idea had substantial power in detecting line
segments, while nearly, but not quite attaining the performance level of the
GLRT (Figure 8).

To get even better performance, we might seek an even better approxi-
mation to the maximum beam statistic Y ∗ with the same order of compu-
tattional complexity as the maximum beamlet statistic Y +. Our idea is to
adaptively chain together several beamlets to make better non-dyadic ap-
proximations to beams. Ignoring the cost of the beamlet transform itself,
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       original                noisy image         wedgelet approximation          residual         

original image Best Partitioning Best Partitioning only

noisy image Best Partitioning Best Partitioning only

Fig. 18. Extracting multiple blobs. First row, from left to right: the noiseless object;
object in white noise; wedgelet approximation; residual deviation between estimator
and original object. The residual deviation contains no obvious pattern. The second
and third rows illustrate the associated RDPs for the noiseless object and the noisy
image respectively. Note that in the clean image, the RDP decorations occur at
boundaries of blobs. The two RDPs are in crude qualitative agreement, although
the one for noisy images is noisier.
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the computational strategy can operate in order O(N log(N)) flops and can
reject H0 under approximately the same circumstances as would Y ∗.

The algorithm is driven by the idea of using the largest beamlet coeffi-
cients to identify promising beamlets as ‘seeds’; we then explore many non-
dyadic beams in the neighborhood of each such promising beamlet – each
seed ‘sprouts’ many chains, among which we search for an optimum. Because
of geometric properties of lines and dyadic subintervals, the overall maximum
among the subset we explore is very likely to be very close to the maximum
beam statistic Y ∗.

An example suggesting the feasibility of this approach is given in Figure
19. A faint line segment is embedded in a very noisy image, at a level not far
from the absolute threshold of detectibility. The figure illustrates the beamlets
passing the screening threshold t1. Out of many tens of thousands of beamlets
in the pyramid, only several dozen pass the screening phase. Sprouting chains
starting from this limited set is an eminently practical idea.

(1) Original Object (2) Noisy Picture

(3) active beamlets when signal is present

[1
50

]

(4) active beamlets when signal is absent

[8
0]

Fig. 19. Illustrating the idea of ‘seed’ beamlets in detecting a line segment. Beam-
lets passing the initial screening threshold are depicted. The number in brackets
([,]) gives the number of beamlets at each scale passing the screening threshold.

To give a formal algorithmic description, we recall that the beamlet system
has a defining parameter δ denoting the spacing between adjacent beamlet
endpoints, typically one pixel wide δ = 1/n, but also possibly smaller in
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certain applications. Let us say that a collection of beams (which can include,
naturally beamlets, or a mixture of beams and beamlets, etc.) is δ-collinear
if there exists a single straight line which furnishes a δ-approximation to all
members of the collection – i.e. if each beam lies within δ Hausdorff distance
of the common line. Also, let us say that a beamlet is a δ-subinterval of a
beam if the beamlet lies within a Hausdorff distance δ of the beam.

Algorithm: Approximate Beam Maximization by Beamlet Chaining. This
algorithm depends on parameters t1, t2, mn and 	 which must be appropri-
ately specified.

1. Screening the Beamlet Pyramid.
- Obtain beamlet transform of image.
- Select all beamlets achieving Y [b] > t1. Place them in a list P of

promising intervals.
- If P contains more than mn such intervals, Print Reject H0 and

stop.
2. Searching Neighborhoods of Promising Beamlets.

- For each beamlet b ∈ P,
– Construct a list C�[b] of
δ-collinear chains extending b through depth 	.

– For each chain c ∈ C�[b]
— Calculate Y [c] ≡ ∑

b′∼c Y [b′].
— If Y [c] exceeds t2, Print Reject H0 and stop.

– End
- End

3. Termination: No calculated Y [c] exceeds t2
- Print Accept H0 and stop.

In the above description we have referred to C�(b). This is the set of depth
	 chains rooted at b, i.e. the collection of all beamlet chains which

(a) have b as a maximal δ-subinterval;
(b) involve only beamlets generated from squares at most 	 levels finer than

the square defining b;
(c) are δ-collinear.

Such chains may be viewed as continuations of b which have b as their most
substantial piece. Figure 20 illustrates a few chains constructible from a fixed
beamlet b.

Our claim that this algorithm can obey an O(N log(N)) complexity es-
timate depends on the choice of parameters for the algorithm. Recalling
that ε is the per-pixel noise level, we suggest setting t1 = (ε/2)

√
log n,

t2 = 2ε
√

log n, mn = N1/2 and 	 = 	n tending to infinity slowly, but in prac-
tice equal to 3 or 4. We ignore the cost of calculating the beamlet transform.
The cost of screening the normalized beamlet coefficients Y [b] for values ex-
ceeding t1 is of moderate computational complexity O(N log(N)). So, to get
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scale = 2 scale = 3 scale = 4

Fig. 20. Collinear chains sprouting from a fixed beamlet. Illustrates some chains
sprouted using squares at the same scale and squares as much as two scales fines.

a fast algorithm, we need that the follow-up phase of exploring chains which
extend each promising beamlet not require more than order O(N log(N))
work. In that stage we must therefore have not too many promising seeds
and not too much work per seed. Now as we have chosen mn = o(N) dyadic
intervals, at most this many dyadic intervals are allowed to exceed threshold
in the preliminary dyadic screening phase; the number of chains searched is
O(22�), which we can arrange to increase slowly; and it is easy to see that
the effort in computing the corresponding chain sums Y [c] is likewise O(22�).
Thus if mn · O(22�n) = O(N), we have established the desired control of
complexity.

The question this leaves open, naturally, is whether this procedure can
really come close to achieving Y ∗. This being not an algorithmic question, –
our focus here – but a question about empirical processes, we leave it to a
forthcoming paper.

We comment on an important geometric idea underlying the above al-
gorithm. In a forthcoming paper we show that, for every beam b, there is a
beamlet b′ which is a δ-subinterval of b and has a length 	(b′) at least 1/7 the
length 	(b) of the beam b. In other words, associated to each beam there is
a beamlet almost coinciding along at least 1/7 of its length. We anchor our
search around beamlets playing this role; such beamlets can be expected to
be the ones with highest signal-to-noise ratio. The idea of viewing promising
beamlets as maximal δ-subintervals, and of exploring only chains sprouting
from seeds which maintain this property, is an important simplification, be-
cause it significantly limits the number of chains which have to be explored.

5.2 Detection of Filaments by Local Chaining

Consider now the problem of detecting a faint filament in noisy data; this
is similar to model (1), but now the term Φ models the presence of a curve
embedded in the image, rather than a line segment.

An obvious approach is to compare the maximum beamlet coefficient with
a threshold, and this will work well if the curve is not very faint and not very
curvy. However, according to statistical theory we will not review here, the
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limit of detectibility when employing the maximum beamlet score is very far
from the absolute limit of detectibility according to the best test.

We suggest instead a method which constructs potentially many chains
and which compares the observed typical length of the chains with the typical
length under the signal-absent hypothesis. If there are many more long chains
than we would expect under the signal-absent hypothesis, we reject it in favor
of signal-present. Our current theoretical understanding suggests that this
gives a near-optimal test; we hope to explore this in a future publication.

We again consider a two-stage algorithm which constructs a new graph,
in some sense ‘dual’ to the beamlet graph. The first stage defines the vertices
of this graph: they are beamlets which are ‘promising’, having survived a first
level of screening. The second stage defines edges connecting beamlets.

For the first stage screening, we simply define a threshold t1 and select
all beamlets with beamlet coefficients exceeding t1 in amplitude, producing
our list of ‘promising’ beamlets, and so vertices of our graph. For the second
stage, we conduct a follow-up to screening, adding an edge connecting two
vertices of the new graph iff the corresponding beamlets have two properties:

• They fall in dyadic squares whose separation is no more than 3 times the
radius of the smaller square; and

• They are δ-co-curvilinear.

The resulting graph we call the co-curvilinearity graph.
Here δ-co-curvilinearity of a collection of beamlets means that there is an

underlying curve with curvature ≤ C (a specified constant, fixed in advance)
such that all the beamlets in the collection lie within δ of the curve.

Figure 21 illustrates the idea of beamlets eligible for chaining under co-
curvilinearity.

scale = 2 scale = 3 scale = 4

Fig. 21. Chaining of Co-curvilinear beamlets.

In Figure 22, we consider a faint curve in a very noisy image, and illustrate
some of the ‘promising’ elements according to the above recipe.

Finally, the test statistic for detection of a filament measures the extent
to which there are more lengthy chains present in this image than one would
expect in a signal-absent image.
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(1) Original Object (2) Noisy Picture

(3) active beamlets when signal is present

[3
34

]

(4) active beamlets when signal is absent

[7
4]

Fig. 22. Illustrating the beamlets passing a preliminary threshold test in the case
where the image contains and does not contain a filament. In brackets we display
the number of promising beamlets.

Evidently, the threshold t1 for being declared promising needs to be care-
fully set in order to obtain useful results; this is a topic in empirical process
theory we will explore in a forthcoming paper.

6 Level Four: Global Chaining of Line Segments

There is ample evidence that the human visual system is able to effortlessly
integrate local information into coherently identified global objects [27,35,39],
and considerable interest in developing vision algorithms with such proper-
ties [37,12]. This, and some of the other application opportunities mentioned
in the introduction, make the identification of globally coherent objects a
compelling topic.

So far we have considered methods for detecting objects and filaments
which are entirely local, and so tend to recover disconnected fragments of
whole filaments and objects. We now turn to methods which obtain globally
coherent objects, and not just fragments, using global optimization techniques
in the beamlet graph.
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6.1 Extraction of an Anchored Filament

Consider now the problem of locating a curve which connects two given pixels
in a noisy picture; see Figure 23.

Original An easy case A hard case

Fig. 23. Filament Detection problem. The three figures are (a) the noiseless un-
derlying spiral filament, (b) an easy low-noise detection problem, and (c) a hard
high-noise detection problem.

As in Section 3.1, the array of data (yi1,i2) contains embedded in it the
indicator function of an underlying curve γ buried in a Gaussian noise with
standard deviation ε, so that

yi1,i2 = A · Φ̃γ(i1, i2) + εzi1,i2 , 0 ≤ i1, i2 < n,

where A is an unknown constant, Φ̃γ is the indicator function of a curve γ, and
the random variables zi1,i2 are i.i.d. N(0, 1). We are particularly interested
in the case where ε is large compared to A, in which case we say that the
Pixel-level signal-to-noise-level ratio is small.

We have considered several different approaches to recovering γ based on
global optimization. In all of these, we use ratios of additive criteria defined
as follows. Given a beamlet polygon p we consider optimization criteria of
the form

J(p) =
∑
b∼p

Ψ1(b)/
∑
b∼p

Ψ2(b),

where Ψ1 and Ψ2 are two specified criterion functions. We have developed
software which can compute the solution using ideas from network flow.

In one family of computational examples, we use

Ψ1(b) = Ty(b) − λ
√
	(b),

Ψ2(b) =
√
	(b),

where Ty(b) is the beamlet transform of the noisy image y, and λ is a penal-
ization parameter. In theoretical investigations, we have studied

Ψ1(b) = Ty(b) − λ
√
	(b),

Ψ2(b) = 	(b).
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Each criterion has interesting mathematical properties, which we hope to
describe elsewhere.

To solve such optimization problems, we deploy dynamic programming
(DP) in the beamlet graph. While the use of dynamic programming in fil-
ament extraction in the nearest-neighbor graph is rather firmly established
[42,28], our approach is qualitatively different, both because of the multiscale
nature of the beamlet graph, and because of the ratio nature of our objective.
(In fact it turns out that the beamlet graph can give a considerable advan-
tage in computational effort as compared to the nearest-neighbor graph, as
we will show below).

We recall the concept of propagation methods, which provide a generic
framework for dynamic programming on a graph; compare for example [7,9].
To solve the optimization problem whose solution is a path from one fixed
point v0 to another v1 in a graph, we ‘propagate outward from v0.’ We form
a set called OPEN consisting of v0 alone. We then consider its immediately
adjacent vertices; these are merged into OPEN. At each newly added vertex,
we keep track of information on the pairs

(∑
b∈p Ψ1(b),

∑
b∈p Ψ2(b)

)
for all

paths leading from v0 to this vertex. (More properly we keep information
only on the convex hull of the set of such pairs. By doing this, we reduce the
storage needed at each vertex, and hence reduce the algorithmic complexity.)

We continue propagation, considering at the next stage the next ‘layer’
of connected vertices. At the k-th stage, the data stored at a given vertex v1
are either uninitialized (if no k-step path will reach v1) or else they record
information about the pairs

(∑
b∈p Ψ1(b),

∑
b∈p Ψ2(b)

)
for all k-step paths

leading from v0 to v1. If the true optimal path has fewer than k steps then
these data are sufficient to determine the optimal value of J(p).

An important distinction between the beamlet graph and the nearest-
neighbor graph is that simple paths in the beamlet graph have few links.
Heuristically, we can use this to eliminate a lot of unnecessary popagation,
because if the true solution is simple, we will reach the optimal solution at an
early stage. As discussed earlier, any polygonal curve has a simpler represen-
tation in the beamlet graph than it does in the near-neighbor graph, and the
degree of simplification can be extensive. For example, to represent a long
line segment in an n by n image always takes O(n) edges in the near-neighbor
graph, but never more than O(log2(n)) edges in the beamlet graph. So for an
identical objective function and propagation method, running the problem
the beamlet graph tends to require many fewer stages than running it on the
nearest-neighbor graph.

In “real” applications, due to computing resource limitations, we might
not be able to afford to run a propagation algorithm to a guaranteed optimal
solution. We may terminate the process after a certain number of stages, and
take the best solution up-to-then. Apparently because it is easy to reach the
optimal solution in the beamlet graph, we are safer with an early termination
than we would be in the nearest-neighbor graph.
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Results of numerical experiments comparing algorithms based on the
beamlet graph and the nearest-neighbor graph are given in Figure 24. The
key point is that the results in the beamlet graph are dramatically closer to
the desired object, a spiral curve.
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Fig. 24. Illustrating advantages of running a propagation algorithm on the beamlet
graph. The original image (in the first row) contains a spiral. The first column
contains six noisy realizations. We terminate the propagation after 20 steps. The
middle column illustrates the optimal path in the beamlet graph. The right column
illustrates the optimal path in the near-neighbor graph.

This method can also be used to automatically extract curvilinear pat-
terns from data which are not literally filamentary. For example, Figure 25
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presents an astronomical image, which clearly exhibits a spiral galaxy pattern;
the figure illustrates the arm extracted by the beamlet/MCTTRC technique.

Galaxy 2997
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Path Searching via Beamlets

Number of beamlets = 18

Fig. 25. A galaxy image (left) and the result of applying a dynamic programming
algorithm on the beamlet graph to estimate its trace (right).

6.2 Extraction of a Globally Optimal Region

In this section, suppose that the underlying object of interest is a region of
the plane bounded by a simple closed curve, having a constant but unknown
amplitude which is greater inside than outside the region. The pixel values
of this noisy image are still denoted by yi1,i2 , and we let y(x1, x2) denote a
continuous function obtained by average-interpolation.

Motivated by the idea of matched filtering, we might seek to recover the
region by solving the problem:

max
R

S(R)/
√
Area(R), (5)

where

S(R) =
∫

R

y(x1, x2)dx1dx2

is the integral of the interpolant over region R.
This is not an easy problem to solve, because of the huge dimensionality

of the space of ‘all regions’. Surprisingly, an efficient algorithm to find an
approximate solution can be built on the following two observations.

• Reduction to Beamlet Transforms. Consider the numerator S(R). Using
integration by parts, in the form of the Gauss-Green theorem, we have

S(R) =
∫

∂R

Y · n ds,
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where Y is the 2-D vector field of partial integrals

Y(x1, x2) =
[
1
2

∫ x1

0

y(t, x2)dt,
1
2

∫ x2

0

y(x1, t)dt
]
,

n is the unit normal to the boundary ∂R. Note that on a line segment
b, the normal direction n is constant vector n(b). Also note that if we
consider regions R bounded by beamlet polygons, then we have

S(R) =
∑

b∼∂R

(
∫

b

Y ds) · n(b). (6)

It follows that
S(R) =

∑
b∼∂R

T1(b)c(b) + T2(b)s(b)

where the unit normal n(b) to a beamlet b has components (c(b), s(b)),
T1 is the beamlet transform of the horizontal primitive

∫ x1

0
y(t, x2)dt,

and T2 is the beamlet transform of the vertical primitive
∫ x2

0
y(x1, t)dt.

Hence, S(R) can be computed from simple operations on a pair of beamlet
transforms.

• Simplification by Isoperimetry. We consider the denominator in (5). Work-
ing with the square root of the area causes numerous dificulties, so ap-
proximate it by isoperimetry:

√
Area(R) ≈ 	(∂R),

where 	(∂R) denotes the length of the boundary ∂R. Assuming this is a
beamlet polygon,

	(∂R) =
∑

b∼∂R

	(b).

Combining these observations, the original problem (5) can be dropped
in favor of the following surrogate optimization problem:

max
p closed

∑
b∼p

∫
b
Y · nds∑

b∼p 	(b)
. (7)

This problem (7) turns out to be an instance of a well known problem
in the field of Network Flows, the optimum cost-to-time ratio cycle problem.
We have a directed graph in which edges have a pair of weights Ψ1(b) and
Ψ2(b) and are seeking a cycle p optimizing a ratio, as follows:

min
p closed

∑
b∼p Ψ1(b)∑
b∼p Ψ2(b)

; (8)

see, for example, [7]. It can be elegantly solved by linear programming [18,33].
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To apply this machinery in the present case, we define the beamlet digraph,
making a distinction between a beamlet going from v0 to v1 and a beamlet
going in the opposite direction. We then of course define Ψ1 and Ψ2 consistent
with (7). Finally, we employ a fast linear programming code based on primal-
dual interior point methods for its solution.

In Figure 26, we provide a numerical example. In fact, we need one fur-
ther detail: in this example we do not actually try to solve the problem (7),
but instead a regularized problem, where Ψ1 reflects both

∫
b
Y · n ds and

a penalty term −λ|b|1/2 . In this modified objective function, longer beam-
lets are favored. In Figure 26, the estimates are regularized based on this.
Note that in one of the examples the signal/noise ratio is very poor, and it is
hard to convince oneself that an object is even present based solely on visual
impressions. However, our method still detects it with satisfactory accuracy.
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Fig. 26. Estimating a region at two different signal to noise ratios. The upper left
panel displays the original object. The middle column displays noisy images at two
different noise levels. The right column displays results of beamlet-based object
recovery.
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7 Beamlab

The examples computed in this paper were obtained using Beamlab, a Matlab
toolbox we have developed. It contains about 250 files, 130 .m (Matlab) files
and 65 .c sources for accelerated .mex files. Online information is available
at URL’s [1,2].

Beamlab has twelve subdirectories, which can be grouped into four cate-
gories:

1. Functions for exact beamlet and wedgelet transforms, and their support-
ing subroutines.

2. Functions that implement network flow algorithms on the beamlet graph
and the near-neighbor graph, and their supporting subroutines.

3. Functions and scripts for applications, such as the maximum beamlet
test for detecting existence of a faint linear object in noisy data, the tree
algorithms associated with beamlet-decorated recursive dyadic partition,
and the beta thickness tools for measuring the regularity of a curve.

4. Precompiled .mex functions. Use of these binaries will significantly speed
up execution of central components of the library.

These main categories are then further subdivided into their own subdi-
rectories:

1. Exact Beamlet and Wedgelet Transforms.
• ExactBeamletTrans—Functions implementing basic beamlet trans-

forms.
• ExactWedgeletTrans—Functions implementing basic wedgelet trans-

forms.
• Utility—Functions playing supporting roles in the implementation

of the beamlet and wedgelet transform, and functions to visualized
these transforms.

The subdirectories ExactBeamletTrans and ExactWedgeletTrans,
only contain .m-files. For large problem sizes, these implementations will
be prohibitively slow.

2. Network Algorithms.
• MCTTRC—Functions and scripts that apply linear programming

approaches to solve the minimum cost to time ratio cycle problem.
• MCTTRP—Functions and scripts that implement a dynamic-programming-

style propagation algorithm to find a minimum cost to time ratio path
on a graph.

• MinDistPath—Functions that find the minimum distance path on
a graph. We implemented a variant of Dijkstra’s algorithm [9,7].

• BeamletGraph— Supporting functions used to manipulate struc-
tures in the beamlet graph.

3. Applications.
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• MaxBeamletCoeff—Scripts to implement the maximum beamlet
coefficient test for detecting existence of a line segment.

• BDRDP—Functions and scripts to implement beamlet-decorated
recursive dyadic partitioning to extract multiple line segments and
wedgelets.

• Regularity—Functions and scripts that calculate beta-thickness.
4. Binary sources.

• BWMEX—CMEX sources for functions related to the exact beam-
let and wedgelet transforms.

• GraphMEX—CMEX sources for functions that carry out network
flow algorithms on either the beamlet graph, or the near-neighbor
graph.

8 Relation to Previous Work

The multiscale analysis tools we have developed here have several antecedents,
already mentioned in the introduction. Having come near the end of our story,
it is easy to explain the relationship of these ideas with previous work. Also,
we can explore the relationship of the ideas with previous uses of network-flow
based algorithms.

8.1 Fast Radon Transforms

A pyramid data structure identical to Bn,1/n has been used before by Götze
and Druckenmiller [29], though not by that name, and for different purposes.
Their goal was to develop a fast Hough transform for digital data. They
recursively applied the pseudo-two-scale relation mentioned in section 2.3
to calculate approximations to coarse-scale integrals from approximations to
finer-scale integrals. For them, the tool is just an intermediate one; the real
goal is to approximate Radon transformation. Brady [10] has independently
developed a fast approximate Radon transform based on approximate-two-
scale concepts, but with less direct connection to the beamlets system.

Brandt and Dym [11] have also considered the use of approximate two-
scale relations to rapidly calculate approximations to line integrals over large
families of multiscale line segments, and not just the global-scale line segments
appearing in Radon transformation.

Our philosophy is in some sense the reverse of these efforts at fast Radon
transformation. We take as given in this paper (and also in [22]), that one
is calculating the multiscale Radon transform exactly, i.e. that the objects of
interest are precise integrals over a specific systematic family of line segments
at all different scales and locations.

We are specifically not interested in fast approximate calculation of the
multiscale Radon transform, and we have not used such a procedure in com-
puting any of the examples above. We instead view such exact integrals as a
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starting point or given, and our goal is to explore algorithms which can make
use of such integrals, rather than to treat approximations to them as an end
in themselves.

8.2 Image Analysis

The articles of David Horn and collaborators at Tel-Aviv University [3,4,23]
we have cited in the introduction show that for analyzing imagery produced
by certain particle physics experiments, certain line-segment integrals calcu-
lations provide valuable feature detectors. This pioneering work is the first
we know of actually working out real applications using beamlet-like ideas.
Our methods differ in emphasizing a formal dyadic structure, as opposed
to a collection of beams arrived at intuitively and non-dyadically, and in
emphasizing a range of algorithms which can be developed using this struc-
ture, rather than specific applications attacked with line segment features
and neural network classifiers.

A. Brandt, in oral communication at the Yosemite Workshop, informed us
that his former Ph.D. student J. Dym, in a thesis at the Weitzmann Institute,
has proposed that integrals of an image over all rectangles at all orientations,
scales, and locations would be an important tool for image analysis. Brandt
and co-authors mentioned in passing [12] that a tool of this kind could be
useful for detecting curves in images. Evidently, Brandt had the idea some
years ago to consider features sets based on multiscale line integrals, and
so his work strongly anticipates much of ours. It is often said by scientists
working in multiscale methods that one has ‘arrived’ as a mature contributor
to the subject when one discovers footprints of Achi Brandt in what one
thought originally to be virgin, unexplored territory. So we have arrived!

8.3 Geometric Measure Theory

The beamlet system we have described here is, in our view, closely related to
important recent work in harmonic analysis [32,19,36]. Peter Jones started
off an extensive line of research by showing that one could gather informa-
tion about approximations to the pieces of a curve defined by intersections
with dyadic boxes — recording the error of approximation of such pieces
by line segments — and used that information to characterize curves of fi-
nite arclength (Traveling-Salesman Problem). David and Semmes have ex-
tended such dyadic-organization ideas to Rd (where one dissects a surface
into dyadically-organized pieces and studies approximation by k-planes); they
used such tools to understand a number of important questions in analysis.
Gilad Lerman, in a Yale Ph.D. thesis, has used such tools to look for structure
in point clouds in high-dimensional space.

In this paper, we have focused on image data, which are conceptually
very different from point-cloud data. The connection with point-cloud data
is illustrated in Section 3.3 above; we can define an image which corresponds
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to binning points in the point-cloud and placing counts in cells based on the
number of members.

The difference in setting creates a very different emphasis. We have defined
a very special discrete set of beams and showed how to use them to extract
curves from noisy data.

A particular comment of some importance the goal of finding smooth
curves is conceptually very different from finding merely rectifiable ones. The
tool we have used for this complexity-penalization is considerably different
than minimal arclength; for example, arclength is unable to distinguish be-
tween a chain of beamlets and a single beamlet having the same image in
the plane, whereas our complexity penalty prefers a single beamlet over an
equivalent chain of shorter ones.

8.4 Other Applications of Beamlets

The companion paper [22], gave a thorough theoretical analysis of the method
of Section 4.3. It was shown that, when applied to the problem of recovering
an object which is black or white with a smooth boundary between colors,
when that object is embedded in noisy data, this method could achieve near-
minimax mean squared error.

The thesis [30] used the beamlet pyramid to decompose images into su-
perpositions of beamlet features and wavelets. See Fig. 27, which shows that
the beamlets objectively ‘explain’ more of the interesting structure than do
wavelets.

Original Wavelet Features Beamlet Features

Fig. 27. An example of using beamlets together with wavelets as building blocks to
decompose an image. From left to right, they are an original image, its wavelet com-
ponents, and its beamlet components. This decomposition is based on minimizing
the �1 norm of its coefficients. (Like the work in [16].)

8.5 Other Applications of Network Flow Ideas

Applications of network flow ideas to image processing have been around for
three decades, since the work of Montanari [42]. Recent applications include
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[28,31,17] and many other authors in the field of perceptual grouping. In all
this work, methods are developed for networks based on the nearest-neighbor
graph with either 4 or 8 neighbors.

The work of Jermyn and Ishikawa [31] and of Cox, Rao, and Zhong are
particularly notable for the ability to find globally optimal regions and bound-
aries.

In this paper we have deployed network flows in the beamlet graph; as a
result of the variable scale of beamlets, the algorithm of Jermyn and Ishikawa
is not applicable; as a result of the nonplanarity of the beamlet graph, the
algorithm of Cox, Rao, and Zhong is not applicable. The application of inte-
rior point methods of linear programming to region recovery seems genuinely
novel.

The multiscale nature of the beamlet graph seems an important feature for
region and filament recovery, with important implications when the boundary
of the object is not detectable at the pixel level, but only by integrating over
many pixels. A review of the figures given throughout this paper will show
that in many of our examples, the solution happens to use multiscale beam-
lets rather than the fine-scale connections used by nearest-neighbor graph
methods. We believe that this property is responsible for the fact that these
methods can recover the object at dramatically smaller signal-to-noise ra-
tios than those possible using monoscale pixel-level thinking such as in the
nearest-neighbor graph.
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